
Paraphrase Sensitivity in Medical Vision-Language Models
Measurement, Mechanisms, Mitigation, and Deployment Safety

Binesh Sadanandan, University of New Haven | Advisor: Vahid Behzadan, Ph.D.

Final Ph.D. Dissertation, August 2026

1. Motivation and problem
Medical vision-language models can change their diagnostic answers when a clinically equivalent ques-
tion is rephrased. This dissertation studies that behavior as Paraphrase Sensitivity Failure. The work
measures the failure across models and clinical datasets, investigates its causes, develops a mitigation,
re-evaluates that mitigation for safety, and examines uncertainty and deployment-time screening. The
central finding is that consistency alone is not evidence of reliable visual reasoning: a model may answer
rephrased questions consistently because it relies on language priors rather than the medical image.

Accuracy does not measure this. A model scored on one fixed wording per question can look strong on a
leaderboard and still answer the same clinical question two ways. Radiologists, referring physicians, and
templated systems share no phrasing convention, so a wording-sensitive model behaves unpredictably in
the setting it would be deployed into. Standard benchmarks are blind to this by construction.

The obvious repair, training for consistency, carries its own trap. A model can hold its answer steady
because it reads the radiograph the same way each time, which is the goal, or because it never read
the radiograph and is answering from a language prior. Both look identical on a flip-rate metric. One is
compatible with grounded visual reasoning; the other is not. Consistency data alone cannot distinguish
them. So consistency and image dependence have to be measured together, not one as a proxy for the
other.

Central thesis. Reliable evaluation of medical vision-language models must jointly test semantic
invariance, correctness, image dependence, and uncertainty. Consistency without grounding can
create a false appearance of safety.
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The four-quadrant screen separates apparent consistency from image-grounded consistency: the two consistent cells look
identical on a flip rate and differ entirely in whether the answer depends on the radiograph. Correctness is a third axis.

2. Scope and progression
The dissertation is one evidence chain, not five studies: measure the failure → diagnose its source →
reduce it → audit whether the reduction is safe → test deployment-time signals. Each stage exists
because the previous one raised a question it couldn’t answer.

The scope is deliberately narrow: binary yes/no questions about chest radiographs from MIMIC-CXR
(United States), PadChest (Spain), and VinDr-CXR (Vietnam). Six models are evaluated in the main
benchmark. All evaluation is offline and retrospective, across five connected thrusts.
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3. Main findings

Thrust Question Main finding Boundary

Measurement
Chapter 3

How common is
paraphrase
sensitivity?

PSF-Med contains 26,850 questions
and 92,856 evaluated pairs across
three datasets. Valid pairwise flip
rates span 6.4% to 54.7% across six
models.

Two degenerate yes-bias cells are
excluded from the range.
Paraphrases are generated and
filtered by a rubric-based automated
judge evaluated against clinician
review, and are not naturally
occurring clinician questions.

Diagnosis
Chapter 4

Does
consistency
imply image
use?

On the curated diagnostic set,
LLaVA-Rad flips on only 6.5% of
pairs but shows 96.3% text-only
agreement. MedGemma-4B flips
more but reacts more strongly to
image changes.

The 107-pair diagnostic set predates
the final equivalence audit and
supports a tendency, not a universal
law.

Origin
Chapter 5

Where does the
sensitivity come
from?

In a controlled model where every
paraphrase reads identical image
features, varying only the
training-phrasing distribution moves
the flip rate from 4.8% to 67.1% to
88.4%, with text-only accuracy
50.0% to 50.3% throughout. Scored
on wording withheld from training,
26.6% against 65.9%. A rank-1 edit
at the early language layers restores
the flipped answer.

A 14.1M-parameter decoder on a
frozen encoder, not the deployed
model, so only the qualitative
account transfers; 48 paraphrase
templates rather than free clinician
writing; per-finding balancing
removes the answer prior and so is
unrepresentative of skewed
deployment prevalence.

Mitigation
Chapter 5

Can sensitivity
be reduced?

Targeted Low-Rank Adaptation on
layers 15–19 cuts pairwise flips from
8.5% to 3.5% over five seeds, about
59%, modifying 0.1% of parameters
with no observed accuracy reduction
(95% interval [−1.00,+1.51]).

The adapters raise text-only
agreement from 53.5% to about
77%, so improved consistency does
not preserve grounding.

Safety
Chapter 6

Does lower
sensitivity
produce safer
behavior?

Across ten model-dataset settings,
81% of consistent predictions are
image-invariant, with a range of 45%
to 100%.

This is a behavioral screen, not a
claim that every image-invariant
prediction is incorrect.

Deployment
Chapter 7

Can uncertainty
and gates
identify risky
predictions?

Single-pass predictive entropy
achieves AUROC 0.823 for flip
prediction and 0.862 for error
prediction. A gate raises
admitted-case accuracy but often
selects text-answerable cases.

Thresholds are model-specific, and
some gate inputs require offline
information unavailable during
clinical deployment.

The five thrusts are one argument: the benchmark establishes the failure, controls show why a low flip
rate deceives, targeted adaptation reduces it efficiently, the safety audit shows that reduction increases
reliance on language priors, and the deployment analysis shows gating can raise accuracy while selecting
the wrong cases. The evaluation target moves from “Is the model consistent?” to “Is it consistent, correct,
image-dependent, and appropriately uncertain?”
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The argument turns on the dissertation’s own intervention. Targeted adaptation came from a mechanis-
tic hypothesis, cut flips about 59% on unseen patients and images, and cost no measurable accuracy.
Re-audited with image-removal controls, it passes its consistency endpoint without improving grounding:
targeted and full adapters tie on image reliance, and both draw their new consistency from the question
text. The intervention is therefore evidence that paraphrase sensitivity can be reduced efficiently, not
evidence that visual reasoning has improved.

4. What the dissertation establishes
1. Paraphrase sensitivity is common and varies substantially: 6.4% to 54.7% pairwise flips over six models

and three populations.
2. Low sensitivity is insufficient evidence of image-grounded reasoning, and the effect is sharpest exactly

where the field looks for safety: across ten settings a mean of 81% of consistent predictions survive
image removal unchanged, and in all six settings with a flip rate under 25% the figure exceeds 72%.

3. Sensitivity can be reduced efficiently: targeted adaptation cuts flips about 59% on unseen patients and
images over five seeds, modifying 0.1% of parameters, with no observed accuracy reduction.

4. Consistency gains do not imply grounding gains, so mitigation and selective prediction must be re-
audited for image reliance.

5. The origin of paraphrase sensitivity is language-side and set by the training-phrasing distribution: in a
MedGemma-faithful probe (a small Gemma-3 decoder over a frozen MedSigLIP-448 encoder feeding
identical image features to every paraphrase of a question), broad paraphrase coverage in training low-
ers the binary flip rate to 4.8% against 67.1% for narrow single-phrasing training, and to 26.6% against
65.9% when the model is scored only on wording it never saw, while a phrasing register correlated with
the answer raises it to 88.4% (the two narrow regimes separating at p = 3.1 × 10−4, so a phrasing
shortcut is a distinct and larger harm than narrow coverage alone), and the sensitivity is executed as
a low-rank direction in the early language layers, which is why editing a few early-to-middle layers is
the efficient parametric fix, while full fine-tuning buys no better query-level consistency at ten times
the layers. The same probe shows that the margin a binary readout discards is itself a single-pass
flip detector, ranking paraphrase-unstable answers at AUROC 0.923 in-distribution and 0.974 on each
held-out hospital at no extra inference, and it outranks paraphrase self-consistency and a hidden-state
probe; an image-unreliant answer has no single-pass signal, and per-case image reliance is identifi-
able only at the population level and not per prediction (zero grounded-to-unreliant transitions over 345
patient-seed evaluations, patient-level upper bound near 3%).

5. Major contributions
• PSF-Med and a rubric-based automated equivalence-audit protocol evaluated against clinician adjudi-

cation.
• Controlled tests separating consistency from image reliance, and the four-quadrant screen built on

them.
• A mechanistically informed, parameter-efficient mitigation, evaluated patient- and image-disjoint.
• A multi-axis safety and deployment audit exposing text-driven consistency.

6. Limitations
Section 3 pairs each finding with its boundary. These apply work-wide:

• Chest radiographs and primarily binary questions; the mechanistic analysis centers on one model
family.

• Generated paraphrases approximate plausible reformulations, not a corpus of naturally occurring clini-
cian questions.
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• The mechanistic account is exploratory: the candidate Sparse Autoencoder features are not a proven
general circuit, and attention is a coarse localizer rather than a faithful causal explanation.

• No prospective patient evaluation or clinician deployment consultation is claimed; the gate is an offline
readiness audit, not a validated clinical workflow.

7. Peer review
Six peer-reviewed acceptances: CHIL 2026 (Thrust 3), the CVPR 2026 Workshop on Medical Computer Vision (Thrust 4), the
MMFM-BIOMED workshop at CVPR 2026 (Thrusts 1–2), iMIMIC 2026 at MICCAI (Thrust 4, archival Springer LNCS), UNSURE
2026 at MICCAI (Thrust 5, archival Springer LNCS), and the 2AI Conference 2026 (companion study). An early pilot was
admitted to ISBI 2026 and PSF-Med was a poster at SMLM 2026. Two more are under review: ICMLA 2026 and JMIR AI.

8. Implications
Evaluation protocols should include paraphrase testing, image-removal or image-swap controls, population-
specific reporting, calibration assessment, and explicit accounting of the denominator behind every claim.
A system is not deployment-ready merely because it is accurate, consistent, or confident. It must also
show that its answer changes appropriately when the clinically relevant image evidence changes.

That standard is harder to meet than the one the field uses, and these results suggest it should be. Across
the evaluated settings, models with stronger apparent consistency often rely more heavily on the question
text, and the intervention that most improved consistency showed no observed improvement in grounding.
That is what justifies changing the evaluation target rather than adding another isolated metric.

Reader resources
• Dissertation companion: bineshkumar.me/phd-thesis
• Interactive evidence: bineshkumar.me/phd-thesis/evidence
• Demonstrations: bineshkumar.me/phd-thesis/demos
• Full dissertation: bineshkumar.me/phd-thesis/read
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